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Broader Semiconductor Cycle

Excluding memory and NVIDIA's Al GPU revenue, non-
Al semi growth is expected to decline in 2026

Logic semi foundry utilization could reach 80% in 2H26
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Global Semi Industry Market Could Reach US$1.5tn by 2030, with Al Semis Contributing Half
Our supply chain data-driven bull case assumption is that We expect Al semi TAM to reach
cloud Al Semi TAM could grow to US$485bn in 2026 ~US$753bn by 2030

Al semi revenue breakdown by application
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Cloud Semis: Brighter Outlook

Top 4 CSPs (Amazon, Google, Microsoft and Meta): .
P ca(pex rose 87% gIY in 2Q26CY ) Top 4 cloud providers: cloud capex Y/Y growth
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Cloud Capex Remains Robust from Major CSPs

Morgan Stanley cloud capex tracker: we estimate
nearly US$1.4tn of cloud capex in 2027 Global cloud capex vs. TSMC’s capex

(top 14 listed global CSPs; no sovereign Al)

Cloud Capex Spending ($ Billions)
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2027e Cloud Capex Breakdown
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2027e GPU/ASIC total power consumption
(GW)
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TSMC May Expand CoWoS Capacity to 260kwpm by 2028 Given Ongoing Strong Al Demand

Global CoWoS capacity expansion

by year-end and by vendor Global CoWoS consumption, by customer

Global CoWoS capacity demand by key customer
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Global CoWoS capacity demand by key customer
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HBM consumption by customer in 2027e

Microsoft Meta
GUC's customers. 2% 2%

Al chip vendor
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NVIDIA still consumes most HBM supply in 2027e
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Total 2.5D Packaging Capacity Could Still Reach 50% YoY Growth in 2028

TSMC CoPoS capacity
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Both DRAM and NAND in Undersupply
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Memory Is Very Expensive

Exhibit 14: Memory BOM cost estimates for CPU server, Notebeook PC and smartphone
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High Memory Pricing, Limited Bandwidth
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6 Vectors to Frame the Memory Innovation

shrink + stack + bond new cell | new stack architecture bring memory closer
x = 2 = ©
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Process Migration

DRAM Process Migration Milestones: Samsung, SK hynix, Micron, and CXMT
Company-specific lanes separate overlapping milestones within each process generation

Note: vertical offsets are visual lanes only; each band still represents one process generation.
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@ PLC NAND (Penta-level Cell)

Depending on how many bits are stored per cell, NAND technologies

so far include SLC, MLC, TLC and QLC, storing 1/2/3/4 bits per cell,

respectively. The emerging Penta-level Cell (PLC) architecture

stores five bits per cell.

sLc MLC TLC qQLc PLC
1 bit per cell 2 bits per cell 3 bits per cell 4 bits per cell 5 bits per cell
B =
Cell =
Threshold T =
Voltage =
(veh) -

Increasing bits per cell — Higher density
—

© 3D DRAM
While the 4F2 Vertical Channel Transistor (VCT) extends the life of
single-layer DRAM, the ultimate, long-term objective is monolithic
3D DRAM, conceptually analogous to 3D NAND.

4F2 VCT (Single-layer DRAM)

Capacitor

Vertical
Channel
Transistor

Logic
(Peripheral)

Lower power per bit

Monalithic 3D DRAM

Higher density + Higher bandwidth

DRAM

Logic
(Peripheral)

[ e ZAM (Z-Angle Memory)
Z-Angle Memory (ZAM) is co-developed by Intel and SAIMEMORY
(Softbank). ZAM reduces and reorganizes TSVs, routing connections
diagonally around a central via-in-one TSV structure rather than

relying on dense arrays of straight vertical TSVs.
Conventional (Straight TSV) ZAM (Staggered Diagonal Interconnect)
Diagonal

Interconnect

| TSV (Straight}

Memory
Layers |

v Improved thermal distribution

¥ Up te 60% lower cost (target)

v 2-3x HBM capacity (target) v ~50% lower power (target)

| Prototypes targeted 2027; commercialization by 2030; all figures are vendor targets

Panels 3 and 4 describe pre-commercial development programs.

=
o zHBM (3D Compute-Memory Stack)

zHBM is Samsung’s proposed successor architecture to HBM4, first disclosed

at SEMICON Korea 2026. It stacks HBM above the GPU logic die through an

interlayer base die, forming a 3D compute-memory stack.

Up to dx bandwidth HEBM Die
vs HBM4 (early tests)

HBM Die
Up to 4x power

.
|
H
HBM Die |
efficiency (early tests) .
HBM Die |

-

Wafer-to-wafer bonding,
tens of thousands of I/O

Interlayer / Base Die

GPU Logic Die

No commercialization
timeline disclosed

Memory Dies
(Directly Stacked)
Hybrid copper
bonding (direct
bonding, no
microbumps)

GPU Logic Die

Package / Interposer

Performance figures are vendor targets.
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o HBM (High Bandwidth Memory)

Industry-standard [JEDEC) 3D stacked DRAM. DRAM dies are
stacked on a base logic die and interconnected using TSVs and
microbumps. The completed stack is placed on a silicon interposer
alongside a GPU or ASIC (2.5D integration)

m DRAM die

DRAM Dies
High DRAM die (Stacked)
- DRAM die TSV
’ DRAM die S
(Logic) Die
Base (Logic) Die
ower GPU/ASIC
’ GPUJASIC
Silicon Interposer Silicon
@
Package
Small Substrate
Footprint

o H3 (SK hynix, IEEE architecture concept)

Hybrid architecture pairing HBM and HBF on a single interposer beside the GPU. HBF stores
read-only data (model weights, precomputed KV cache); HBM stores dynamic data. The two are

daisy-chained through the HBM base die under a unified address space.

HBM base die

i3 TSV (Through-Silicon Via):
:

Vertical connection through silicon

NAND die
NAND die
NAND die
NAND die

HBF base die

Hybrid Bonding:
Direct Cu=Cu bonding without microbumps

NAND die
MAND die
NAND die
NAND die

© HBF (High Bandwidth Flash)

30 stacked NAND Flash optimized for high bandwidth and
large capacity. Complements HBM as a capacity tier; does
not replace it.
Pre-commercial. Proposed by SanDisk; SK hynix and
Samsung signed MOUs with SanDisk to standardize HBF
via a consortium; commercialization targeted around 2027.

0 Wafer-on-Wafer (WoW)

o Very Hi
B o

Shorter
Interconnects

Lower Power &
Better Performance

Direct bonding of two wafers (typically DRAM-on-Logic or
Logic-on-DRAM) for ultra-high density.

iHBM (SK hynix)

5K hynix thermal packaging solution announced May 2026. Embeds Integrated Cooling Elements (ICEs),
thermally conductive and electrically non-conductive silicon-based structures, in the D2D PHY region

between the HBM base die and the GPU, reducing thermal resistance by ~30%.

interconnects

connectivity to the PCB

{ ;
& l'hiO% :"W‘" | Key Innovations
ma H
resistance DRAM die + cooling integrated
ﬂ Aditional DRAM die inside the HBM
heat-dissipation DRAM die package
path at the D2D o i spe
PHY + stable operation under
@ [ TACh O  EaseDie | pHy high temperature and
MR-MUF load
i Silicon Interposer ' slated for next-gen
compatible with
existing SiP Packag HBM incl. HBMS
designs . _» H
Silicon Interposer: Package Substrate:
Enables high-density routing and short Provides mechanical support and electrical
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CXL (Compute Express Link)

Disaggregated memory solutions that expand capacity and enable memory pooling
over a high-speed, low-latency interconnect.

1A. Memory Expansion
Attach external memory devices to a host to scale capacity on demand.
CXL Memory Device
Host CPU (Expansion)

Scalable
Capacity

Controller Lower $/GB

D @ B

High
Utilization
. 1B. Memory Pooling
Pool memory resources from multiple devices and allocate dynamically to hosts.
1
Host Memory Pool
CXL
Controller @ Resource
Pooling
*—  Dynami
CXL
Controller
Isolation &
Security

CXL Types: CXL.mem (Memory Access) » CXL.cache (Cache Coherency) * CXL.io (1/O Access)

MRDIMM (Multiplexed Rank DIMM)
Boosts memory bandwidth and system capacity by enabling multiple ranks to share

a single memory channel.
How It Works
Traditional RDIMM MRDIMM Renk 0
(1 Rank per Channel) (Multiple Ranks per Channel) !
Rank 1

CPU/ Memory

Controller

* One rank active at a time
* Limited by number of channels

+ MRCD dynamically multiplexes ranks on the same channel
» More ranks per channel — higher bandwidth & capacity

Benefits
m Higher Bandwidth Q Higher Capacity Better Efficiency (E=]] System Scalability
@) Mors ranks per chamal = Support for higher Improved channel Il Enables larger memory
increase achievable DRAM capacities wtilization and energy systems for AlUML.
memory bandwdth. per DIMM. efficiency. HPC, and data centers.
MRDIMM Architecture

DRAM Ranks
(Up to N)

L T T T T T T T T T RS

MRCD: Multiplexer Rank Controller

MRCD sits between the memory channel and multiple ranks, PMIC: P Ma LiC

multiplexing commands and data. SPD: Serial i
LS
/ CXL enables flexible memory Disaggregated memoary MRDIMM increases bandwidth Both i drive higher per
Key Takeaways I expansion and efficient pooling x improves utilization and lowers i and capacity without requiring better efficiency, and scalable systems for
il I across compute nodes. cost per gigabyte. additional memory channels. next-generation workloads.
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@ Processing-in-Memory (PIM)

g data
How It Works

and imp

PIMmcumgmoral purponotdau-mmmop.raum inside or near the memory,
g performance and energy efficiency.

® Large data moves between
'CPU and Memory
» High latency and energy

PIM Implementation Approaches

Near-Memory PIM
(NDP)

PIM logic on the module side: DIMM
buffer chip, base logic die of 2 30 stack.
or O device controller

PIM logic embedded inside DRAM
bank or subarray.

PIM logic integrated in 3D stacked
memory for higher bandwidth.

Comman PIM Operations
Y Filtering
i B
i= search

£ Bitwise / Logic

-
@ Compute-in-Memory (CIM)

CIM performs massive multiply k

(MAC) within or

using analog cell physics or embedded digital logic, ideal for Al/ML workloads

How It Works
Traditional Digital Compute (MAC) CIM Architecture
(MAC in Memory Array)
Weights Activations Output Weights
o W ooy h —
o
LA R =5 .‘“*’*nm‘nu E
g .151 i 1k e
Wo +1l m{mr—m
» Data moved to ALU for MAC * MAC operations performed in memory array
* High data movement and energy

CIM Implementation Technologies

to memory arrays,

* Massive parallelism with minimal data movement

SRAM CIM Dwmlkmhﬂa ReRAM CIM MRAM CIM FeFET / PCM CIM
(Augmented bitcell arrays) {Analog MAC) (Spintronic) (Emerging)
[N .0 FEE
$
adjacent 1o MAC via charge Ohm's law + KCL ow-power
Mtummmn sharing and sensing. for snalog MAC. for MAC operations.  computing in memory,

CIM: Advantages and Open Challenges

PIM Use Cases mmw ’mm s High Density £ ) Low Latency ﬁz‘:«-&m
( 1 5 ? Database Graph Security & AL/ ML Massive paralel MAC » Leverages dense memory Reduces dats movement dovien vty
ﬁiﬁ x " @ nboruece ¥ e et omays for compute. and bottienecks. sty
o ADC wd peen
A J
PIM enhances performance and CIM demonstrates order-of-magnitude Complementary approaches that
(@'.j Key Takeaways g efficiency for a wide range of @ MAC-level efficiency gains; commercial $ can coexist across different layers
s centric applications. deployment remains early -stage = ofthe memory hierarchy.
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We estimate TAM at around USD25bn

Memory Innovation TAM estimates - excluding HBM, base case (US$mn)

50,000
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mWoW mSiCap »MRCD/MDB wCXLMXCiswitch = MRAM

Memory Innovation TAM estimates - excluding HBM, bull case (US$mn)
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aWoW =SiCap sMRCD/MDB = CXLMXC/switch =MRAM = Global memory increments
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