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Nvidia has a plan to deal with the growing list of AI server
chip competitors: partner with them.

英伟达应对⽇益增多的 AI 服务器芯⽚竞争对⼿的策略是：与他们
合作。

In the latest example, 

Nvidia and AI chip startup d-Matrix
are combining their respective hardware in a new system to
power AI models, the companies told The Information
exclusively.

在最新案例中，英伟达与 AI 芯⽚初创公司 d-Matrix 共同向《信
息报》独家透露，双⽅正将各⾃硬件整合⾄新系统中，⽤于驱动

AI 模型。

The move comes a month after another AI server chip
designer, SambaNova, said it worked with Nvidia to make its
chips for powering AI models work in concert with Nvidia
graphics processing units.

就在⼀个⽉前，另⼀家 AI 服务器芯⽚设计公司 SambaNova 表
示，已与英伟达合作，让其⽤于驱动 AI 模型的芯⽚能够与英伟达
的图形处理器协同⼯作。

Nvidia is now hinting that more such deals could be in the
works.

英伟达现在暗示，可能还有更多类似的合作正在酝酿中。

“I won’t pre-announce the others,” said Dion Harris, an
Nvidia senior director of high-performance computing.

“我不会提前透露其他合作伙伴。”英伟达⾼性能计算⾼级总监迪
昂·哈⾥斯表示。

Companies such as d-Matrix and SambaNova don’t require
partnerships for their chips to work with Nvidia’s—they can
simply plug directly into an Nvidia GPU using readily
available Ethernet cables. But with the recent partnerships,
Nvidia engineers work with those other chip companies’
engineers to tweak software controlling the GPUs so they
work better with the other chips. And a formal collaboration
increases the chances a potential customer will want the
combined system.

像 d-Matrix 和 SambaNova 这样的公司，其芯⽚并不需要与英
伟达建⽴合作才能兼容——它们只需要使⽤现成的以太⽹线缆，
直接插⼊英伟达的 GPU 即可。然⽽，在近期达成的合作中，英伟
达的⼯程师会与这些芯⽚公司的⼯程师共同协作，调整控制 GPU
的软件，使其与其他芯⽚的配合更加顺畅。这种正式的合作关

系，也增加了潜在客户对组合系统的采购意愿。

The strategy shows how CEO Jensen Huang has adapted to a
growing array of potential threats to Nvidia’s dominant
share of the AI chip market. By working with would-be
rivals, Nvidia is putting itself in a position to generate
revenue alongside them if the newbie chips succeed.

这⼀战略展现了 CEO ⻩仁勋如何应对英伟达在 AI 芯⽚市场主导
地位所⾯临的⽇益增多的潜在威胁。通过与潜在的竞争对⼿合

作，英伟达能够在这些新兴芯⽚取得成功时，与它们共同创造收

⼊。

Nvidia “definitely had a change in strategy and their view of
the world,” said Thomas Sohmers, chief technology officer at
AI chip startup Positron, which isn’t currently working with
Nvidia but is open to it. “Nvidia is playing nice and building
out so that they’re actually part of that heterogeneous
ecosystem rather than fighting it tooth and nail.”

“英伟达在战略和世界观上确实发⽣了转变，”AI 芯⽚初创公司
Positron 的⾸席技术官托⻢斯·索默斯表示。该公司⽬前未与英伟
达合作，但持开放态度，“英伟达现在表现得更加友好，积极融⼊
这个异构⽣态系统，⽽⾮与之针锋相对。”

A server rack combining Nvidia GPUs and d-Matrix Corsair AI

chips used by AI inference cloud startup Gimlet Labs.
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⼀台结合了英伟达 GPU 与 d-Matrix Corsair AI 芯⽚的服务器机架，⽤于

AI 推理云初创公司 Gimlet Labs。图⽚来源：Gimlet Labs

The partnership strategy may also help it beat back past
allegations that Nvidia pressured customers to stick with its
hardware. The Department of Justice 

two years ago initiated

an investigation into such allegations, The Information
reported at the time, but no case has publicly materialized.

这⼀合作策略或许还能帮助英伟达应对过去被指控向客户施压、

要求其坚持使⽤⾃家硬件的问题。据《The Information》此前
报道，美国司法部两年前曾针对此类指控展开调查，但⾄今尚未

公开⽴案。

Harris said Nvidia has always wanted to be a broader AI
infrastructure company. “We are not just a chip company,”
he said.

哈⾥斯表示，英伟达⼀直希望成为更⼴泛的⼈⼯智能基础设施公

司。"我们不仅仅是芯⽚公司，"他说道。

The effort to broaden Nvidia’s approach accelerated last year
when Nvidia said other chip developers would be able to run
their chips in conjunction with NVLink, the company’s
networking gear that connects AI servers to each other so
they operate more efficiently. That could help Nvidia sell
more of its networking gear, if not its chips.

去年，英伟达宣布其他芯⽚开发商将能通过其 NVLink ⽹ 设备

与⾃家芯⽚协同运⾏——该设备⽤于连接 AI 服务器以提升效率
——这⼀举措加速了英伟达战略的拓展。即便⽆法推⼴⾃家芯
⽚，此举也有助于其⽹ 设备的销售。

“We would always rather sell something than nothing,”
Harris said.

"我们宁愿卖点什么，也⽐什么都不卖强。"哈⾥斯表示。

In December, Nvidia paid $20 billion to license technology
and hire key staff from Groq, an AI inference chip designer
that was trying to compete with Nvidia. The move was akin
to an acquisition, though Groq has continued to operate as a
standalone firm while Nvidia develops a server rack that
combines Nvidia GPUs with Groq’s chips. It isn’t clear how
much demand Nvidia is fielding for the product.

去年 12 ⽉，英伟达斥资 200 亿美元从 AI 推理芯⽚设计公司
Groq 获得技术授权并聘⽤核⼼员⼯——这家公司此前试图与英伟
达竞争。此举虽类似收购，但 Groq 仍作为独⽴公司运营，⽽英
伟达正在开发⼀款结合其 GPU 与 Groq 芯⽚的服务器机架。⽬前
尚不明确市场对此产品的需求程度。

Then came the SambaNova partnership. Nvidia sees the
startup as “more partners than people might expect,”
SambaNova CEO Rodrigo Liang said.

紧接着是 SambaNova 的合作。SambaNova ⾸席执⾏官
Rodrigo Liang 表示，英伟达认为这家初创公司“作为合作伙伴，
可能⽐⼈们预期的更多”。

To be sure, Nvidia in recent years has actually increased its
share of the market for AI inference chips despite rising
competition from the likes of Google and Amazon, 

according

to The Information’s estimates. And Nvidia CEO Jensen
Huang insists the company’s GPUs can do all inference more
effectively than its competitors, though he isn’t leaving it to
chance: Nvidia is using its powerful balance sheet to help
more companies buy its expensive AI chips, 

including

backstopping young cloud providers that want to rent out

the chips.

当然，根据 The Information 的估算，尽管⾯临⾕歌、亚⻢逊等
公司⽇益激烈的竞争，英伟达近年来在 AI 推理芯⽚市场的份额实
际上仍在增⻓。英伟达 CEO ⻩仁勋坚称，公司旗下的 GPU 在推
理⽅⾯的效率远超竞争对⼿，不过他并未坐等结果：英伟达正利

⽤其强⼤的财⼒，帮助更多公司购买其昂贵的 AI 芯⽚，包括为那
些希望出租芯⽚的年轻云服务商提供资⾦⽀持。

But numerous other firms are also getting into the inference
market or considering how to do so, including Microsoft,
Meta, OpenAI and, most recently, Anthropic. That could
change Nvidia’s share of the market down the line. (

See The

Information’s AI Chip Database.)

但众多其他公司也在进⼊推理市场，或正在考虑如何进⼊，包括

微软、Meta、OpenAI，以及最近加⼊的 Anthropic。这可能会
改变英伟达未来的市场份额。（详⻅ The Information 的 AI 芯
⽚数据库。）

An OpenAI spokesperson said the company hasn’t yet
decided whether it will work with Nvidia to operate its chips
with OpenAI’s simultaneously. Nvidia has invested heavily in
OpenAI and is 

in talks to backstop a giant data center project

for OpenAI in Ohio.

OpenAI 的⼀位发⾔⼈表示，该公司尚未决定是否与英伟达合
作，将 OpenAI 的芯⽚同时运⾏。英伟达已向 OpenAI 投⼊巨
资，并正在洽谈为俄亥俄州的⼀个⼤型数据中⼼项⽬提供资⾦⽀

持。

“I think the world is going to a place where [Nvidia] is
perfectly comfortable” with a mix of chips powering
different pieces of the same AI task, said d-Matrix
CEO Sid Sheth.
  d-Matrix 公司 CEO Sid Sheth 表示：“我认为世界正朝着⼀
个让英伟达完全适应的⽅向演变，即由不同芯⽚协同驱动同⼀

AI 任务的不同环节。”

Upstart chip designers have historically positioned
themselves as Nvidia killers. But given Nvidia’s substantial
lead, they’re increasingly seeking to work in conjunction
with Nvidia’s GPUs rather than replace them entirely, just as
Nvidia is trying harder to work with those newer firms.

新兴芯⽚设计公司历来将⾃⼰定位为英伟达的挑战者。但鉴于英

伟达的显著优势，他们现在越来越多地寻求与英伟达的 GPU 合作
⽽⾮彻底取代，与此同时，英伟达也更加主动地尝试与这些新兴

企业携⼿。

In fact, it was Nvidia that approached d-Matrix about
partnering, according to a person who spoke to the startup
about it. (Both companies are based in Santa Clara, Calif.)

据⼀位与 d-Matrix 接触过的⼈⼠透露，实际上是英伟达主动联系
d-Matrix 探讨合作事宜。（两家公司均位于加利福尼亚州圣克拉
拉市。）

AI developers such as OpenAI have long used different
Nvidia chips to power the same AI task, after realizing less
powerful GPUs were more efficient at handling certain
workloads. But using chips made by different designers is a
fairly new concept.

像 OpenAI 这样的 AI 开发者早已发现，不同型号的英伟达芯⽚
在处理特定任务时效率更⾼，因此他们⻓期使⽤多款英伟达芯⽚

驱动同⼀ AI 任务。但采⽤不同设计公司的芯⽚仍是相当新颖的概
念。

Nvidia isn’t the only chip developer to embrace that concept.
Amazon, which develops Trainium chips used by Anthropic
and soon OpenAI, said in March it would develop a
combined AI inference server system with AI chip designer
Cerebras.

Nvidia 并⾮唯⼀采纳这⼀理念的芯⽚开发商。亚⻢逊（其开发的
Trainium 芯⽚已被 Anthropic 使⽤，且即将被 OpenAI 采⽤）
于三⽉宣布，将与 AI 芯⽚设计公司 Cerebras 共同开发⼀套组合
式 AI 推理服务器系统。

Splitting up the process of running AI models between
completely different types of chips is sometimes known as
disaggregated inference. In the version involving Nvidia and
SambaNova or Groq, Nvidia GPUs handle prefill, the most
compute-intensive part of running an AI model, while the
upstarts’ chip handle the rest, known as decode.

将 AI 模型运⾏过程拆解到完全不同的芯⽚类型上，有时被称为
“分离式推理”。在 Nvidia 与 SambaNova 或 Groq 合作的⽅案
中，Nvidia GPU 负责处理 AI 模型计算最密集的“预填充”阶段，
⽽新兴公司的芯⽚则处理其余被称为“解码”的环节。

In d-Matrix’s case, its chips as well as Nvidia’s each handle
some prefill and decode. D-Matrix focuses on powering a
process known as speculative decoding that speeds up an AI
model’s performance. When an AI customer asks a model to
complete a task, the d-Matrix chip runs a small AI model that
guesses what a bigger model’s answer to the customer
should be, and the bigger model running on an Nvidia GPU
then verifies and accepts the guesses.

在 d-Matrix 的⽅案中，其芯⽚与 Nvidia 芯⽚各⾃承担部分预填
充和解码⼯作。d-Matrix 专注于驱动⼀种称为“推测解码”的技
术，该技术能加速 AI 模型的性能。当 AI 客户要求模型完成⼀项
任务时，d-Matrix 芯⽚会运⾏⼀个⼩型 AI 模型，预测更⼤的模
型应为客户提供的答案，随后在 Nvidia GPU 上运⾏的⼤型模型
会验证并采纳这些预测。

‘Perfectly Comfortable’   “完全适应”

“I think the world is going to a place where [Nvidia] is
perfectly comfortable” with a mix of chips powering
different pieces of the same AI task, said d-Matrix CEO Sid
Sheth. “It’s not going to be a GPU-only world we live in
moving forward.”

“我认为世界正朝着英伟达完全适应的⽅向发展，”d-Matrix ⾸席
执⾏官希德·谢思表示，未来同⼀ AI 任务的不同环节将由多种芯
⽚混合驱动，“未来不会是⼀个仅由 GPU 主导的世界。”

D-Matrix, founded in 2019, last raised $275 million at a $2
billion valuation in November but is in talks to fundraise
again, according to three people with direct knowledge of the
discussions.

据三位直接了解讨论情况的⼈⼠透露，成⽴于 2019 年的 d-
Matrix 在去年 11 ⽉以 20 亿美元估值完成 2.75 亿美元融资后，
⽬前正在洽谈新⼀轮融资。

Sheth said d-Matrix sets itself apart by putting compute and
memory on the same chip and by not using the kind of high-
bandwidth memory that Nvidia uses for its chips, and which
is in short supply these days.

谢思表示，d-Matrix 的差异化优势在于将计算单元与存储单元集
成在同⼀芯⽚上，且不采⽤英伟达芯⽚所需的⾼带宽内存（此类

内存近期供应短缺）。

Taiwan Semiconductor Manufacturing Co., which produces
AI chips for Nvidia and many others, started producing d-
Matrix chips earlier this summer and plans to produce
thousands of them per month by the end of this year, Sheth
said.

为英伟达及多家企业⽣产 AI 芯⽚的台积电已于今年夏初开始⽣产
d-Matrix 芯⽚，并计划在今年年底前实现⽉产数千⽚的规模。

The startup is currently generating single digit millions in
revenue, he said, adding that he hopes the company’s chips
will consume 30 to 40 megawatts of power in data centers
next year—a relatively small sum—and run AI coding as well
as voice and video.

他表示，这家初创公司⽬前仅有数百万美元的收⼊，并希望其芯

⽚明年能在数据中⼼消耗 30 ⾄ 40 兆瓦的电⼒——这属于相对较
⼩的规模——⽤于运⾏⼈⼯智能编码以及语⾳和视频任务。

Parasail, a young AI cloud provider based in San Mateo,
Calif., will be the first company to purchase the combined
Nvidia/D-Matrix server system. Parasail plans to rent out the
system to its customers starting later this year. Parasail CEO
Mike Henry said the combined server system was attractive
because it helps his company avoid being too dependent on
buying new Nvidia hardware.

位于加州圣⻢特奥的年轻 AI 云服务提供商 Parasail 将成为⾸个
采购英伟达与 D-Matrix 联合服务器系统的公司。Parasail 计划
从今年晚些时候开始向客户出租该系统。Parasail ⾸席执⾏官迈
克·亨利表示，联合服务器系统颇具吸引⼒，因为这有助于公司避
免过度依赖采购新的英伟达硬件。

Phoebe Liu is a San Francisco-based reporter at The Information
covering Nvidia. Reach her at phoebe.liu@theinformation.com or
phoebe.789 on Signal.
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